Systematic tendencies in scene viewing

Benjamin W. Tatler  
University of Dundee

Benjamin T. Vincent  
University of Dundee

While many current models of scene perception debate the relative roles of low- and high-level factors in eye guidance, systematic tendencies in how the eyes move may be informative. We consider how each saccade and fixation is influenced by that which preceded or followed it, during free inspection of images of natural scenes. We find evidence to suggest periods of localized scanning separated by ‘global’ relocations to new regions of the scene. We also find evidence to support the existence of small amplitude ‘corrective’ saccades in natural image viewing. Our data reveal statistical dependencies between successive eye movements, which may be informative in furthering our understanding of eye guidance.

Keywords: Saccade, fixation, eye guidance, local, global, corrective saccade

Introduction

All visually guided behaviours require that we sample relevant information from the visual environment. Because we sample the visual environment using the variable resolution retinae the locations that are selected as targets for the high-resolution fovea are extremely important; they are a fundamental selection bottleneck in extracting and thus processing information from the world. Therefore, it is not surprising that since the selectivity of the oculomotor system was first described, a great deal of research effort has been devoted to trying to understand the factors that might underlie these selection mechanisms (since Buswell, 1935; see Wade & Tatler, 2005).

Since behaviour is an ongoing process we are interested in describing the moment-to-moment relocations of gaze that allow for successful completion of these behaviours. The research challenge therefore is to characterise the factors that underlie the moment-to-moment decisions about where to direct the eyes each time we make a saccade. To date the majority of research into factors affecting saccade targeting have focused on the roles of low-level visual feature cues or high-level factors such as object- or semantic-level cues, or behavioral task demands.

Low-level factors in scene viewing

Visual search experiments have shown clear and robust influences of various manipulations of basic visual features on the deployment of visual attention. Correspondingly, basic visual features have been given a prominent role in many models of visual attention, such as feature integration theory (Treisman & Gelade, 1980), guided search (Wolfe, 1998), and attentional engagement theory (Duncan & Humphreys, 1989, 1992). Recent years have seen the extension of this approach, suggesting that such basic visual features, combined in particular ways, play a fundamental role in guiding attention in natural viewing situations while completing behaviors. One prominent account suggests that eye guidance in these situations can be explained by the local contrast, or salience of sets of features (Itti & Koch, 2000).

A common approach for evaluating the influence of visual features in targeting saccades has been to attempt to find differences between visual features at the locations that are fixated and at appropriately selected control locations (e.g., Mannan, Ruddock & Wooding, 1997; Reinagel & Zador, 1999; Krieger, Rentschler, Hauske, Schill & Zetzsche, 2000; Parkhurst, Law & Niebur, 2002; Parkhurst & Niebur 2003; Tatler, Baddeley & Gilchrist, 2005; Baddeley & Tatler 2006; Tatler, Baddeley & Vincent, 2006). The assumption is that the dimensions in which fixated locations differ from control locations are
good candidates for visual features that are selected as targets for the eyes to fixate. If the fixated regions contain more of the feature than would be expected from random sampling, then it can be suggested that there was non-random selection of this feature by the eyes. Typically such studies show robust differences between fixated and control locations and, particularly, that the greatest differences occur for luminance contrast and edge information (e.g., Parkhurst et al., 2002; Tatler et al., 2005). Baddeley and Tatler (2006) used an approach that employed Bayesian inference explicitly to derive the visual features guiding the eye and found that edges, rather than luminance contrast, were the strongest predictors of fixation locations.

While these findings of higher-than-expected visual features at fixation have been used to support the notion of salience as a causal factor in fixation selection, others have suggested that caution should be exercised when interpreting a correlation between image features and fixation selection as causal (e.g., Henderson, Brockmole, Castelhano & Mack, 2007). In the present issue of JEMR, Nyström and Holmqvist (2008) offer a clear demonstration that the correlation may be artefactual: Semantically meaningful stimuli can often co-occur with low-level ‘salience’. However when ‘salience’ is removed by manipulating contrast at semantically meaningful locations, observers still fixate these locations. Tatler (2007) explored the relationship between the overall distribution of basic visual features (brightness, chromaticity, contrast and edges) in scenes and the overall fixation distributions of observers viewing these scenes. This study found little or no correlation between simple features and fixation distributions and thus demonstrated the lack of a causal link between the distribution of low-level visual features and fixations. Of course this result should not be taken to suggest that eye guidance is not in any way influenced by the visual information present. Instead we, like others, take this result to suggest that a more prominent role is played by high-level visual and behavioural factors.

**High-level factors in scene viewing**

A strong challenge to the feature-driven accounts of eye movement behaviour comes from the finding that where we look is strongly influenced by the behavioural goals of the observer. Early demonstrations of this by Buswell (1935) and Yarbus (1967) showed that when observers view the same scene but with different instructions, the resultant patterns of fixation differ greatly. It is clear in natural behaviour that where we look is tightly coupled to the task we are undertaking (e.g., Ballard et al., 1992; Ballard, Hayhoe & Pelz, 1995) and we rarely look at objects or locations that are not relevant to the current task (e.g., Hayhoe, Shrivastava, Mruczek & Pelz, 2003; Land & Hayhoe, 2001; Land, Mennie & Rusted, 1999). Therefore, for natural viewing behaviour, while basic visual features may play a minor role, visual information is of course utilized, but at a higher, object- or semantic-level. This notion is supported by the finding that the correlation between salience (as assessed using the Itti and Koch, 2000, algorithm) and fixations, varies with task. The salience model provides a more effective account of free viewing behaviour than search behaviour (Underwood & Foulsham, 2006; Underwood, Foulsham, van Loon, Humphreys & Bloyce, 2006). A number of recent studies have also supported the notion that behavioural task overrides any correlation between visual salience and fixation (Einhäuser, Rutishauser, & Koch, 2008; Henderson et al., 2007).

One attempt to improve feature-based accounts for targeted searches has been to suggest that high-level aspects of behaviour can be captured by selectively weighting the various feature channels (Navalpakkam and Itti, 2005). Here, each feature channel (edges, colour, etc.) can be weighted so as to hopefully result in a target object having highest salience. This extension to the account, which can be thought of as top-down knowledge of the feature properties of a target object, is certainly a step in the right direction in terms of accounting for task-based effects. However when evaluated with natural images and incorporating variable retinal resolution the ability for a model to fixate targets is still limited (Vincent, Toscaniko & Gilchrist, 2007).

Another successful extension to a feature-based approach is to consider the role of high-level scene gist, combined with prior knowledge of where objects are typically located (Torralba, 2003; Torralba, Oliva, Castelhano & Henderson, 2006). These authors suggest that when we are presented with a scene, we rapidly extract the overall gist of the scene and use this to generate a set of spatial prior probability distributions that describe where particular objects are likely to be found. These spatial priors can be used to modulate feature-based information so as to constrain search to plausible target locations. Empirical testing of this idea has shown that a model that incorporates both the visual characteristics of...
the scene and the likely location of targets is much better able to account for human oculomotor behaviour, than a model based on the visual characteristics alone (Torralba et al., 2006).

**Systematic tendencies in scene viewing**

Despite considerable research effort to model and understand the contribution of low- and high-level factors in eye guidance, our ability to accurately model and predict eye movement behaviour remains relatively limited. In contrast, there have recently been significant advances in our ability to model other types of action selection and motor behaviour successfully (Körding & Wolpert, 2004). It is now recognized that action selection is heavily influenced by the fact that motor behaviours are not all equally likely to be selected: For example, systematic biases to make certain combinations of finger movements over others are highly informative in our understanding of natural behaviour of the hand (Ingram, Körding, Howard, & Wolpert, 2008). Equivalent approaches have yet to be applied to understanding oculomotor behaviour and the extent to which these factors play a role in eye guidance is the focus of current work in our research group (Tatler & Vincent, in preparation). However, we feel that there is ample evidence from existing literature that systematic tendencies in oculomotor behaviour exist.

Systematic tendencies in oculomotor behaviour can be thought of as regularities that are common across all instances of and manipulations to the behaviour. Such tendencies can be seen in saccade amplitudes, which show a positively skewed, long-tailed distribution in most experimental settings in which complex scenes are viewed (e.g., Bahill, Adler & Stark, 1975; Gajewski, Pearson, Mack, Bartlett & Henderson, 2005; Pelz & Canosa, 2001; Tatler et al., 2006). Saccade directions have also been shown to be non-uniformly distributed (e.g., Bair & O’Keefe, 1998; Lappe, Pekel & Hoffmann, 1998; Lee, Badler & Badler, 2002; Moeller, Kayser, Knecht & König, 2004) with saccades more frequently initiated in the horizontal and vertical directions than in oblique directions.

Not only have these ‘first order’ tendencies been observed, but also, more complex dependencies between successive saccades and fixations are evident. Motter and Belky (1998) found that there were sequential dependencies in saccade amplitudes, with small amplitude saccades tending to be followed by long amplitude saccades and vice versa. A relationship between fixation duration and the amplitude of the saccade that follows it has previously been reported (Unema, Panasch, Joos & Velichkovsky, 2005; Velichkovsky, Rothert, Kopf, Dornhoefer, & Joos, 2002; Velichkovsky, Rothert, Miniotas, Dornhoefer, Joos, & Pannasch, 2003), but other studies provide evidence both for and against such a relationship (e.g., Pelz & Canosa, 2001; Viviani, 1990; Viviani & Swensson, 1982). Hooge, Over, van Wezel and Frens (2005) found that saccades are frequently in the same direction as their immediate predecessor. These authors also looked at change in amplitude between successive fixations and found that the magnitude of this change tended to fall within 10 degrees.

While reports of sequential dependencies between successive saccades and fixations therefore can be found in the literature, a systematic exploration of how each saccade and fixation may relate to each other has yet to be conducted. If we are to understand the nature of any sequential tendencies in looking behaviour, a systematic exploration of the possible dependencies is required. This is the first aim of the present report: to explore where reliable tendencies between saccades and fixations are found.

Moreover, two questions about how we look at scenes emerge from this consideration:

1) In simple lab-based viewing paradigms it is often observed that large amplitude saccades fall short of the intended target (the are hypometric) and are followed by a small amplitude corrective saccade (e.g., Becker, 1972, 1991). Whether a systematic tendency to make small amplitude corrective saccades after large amplitude saccades is a feature of viewing natural scenes remains to be determined, and is the second issue that will be considered throughout the current report.

2) There is a suggestion that there may be at least two qualitatively distinct modes of viewing scenes: global and local scanning (e.g., Frost & Pöppel, 1976; Unema et al., 2005; Velichkovsky, Joos, Helmert, & Pannasch, 2005; Velichkovsky et al., 2002, 2003). Global scanning periods are associated with large amplitude saccades and short duration fixations, whereas local scanning periods are associated with smaller amplitude saccades and longer fixations. In general it is argued that global scanning is restricted to the first two seconds of viewing photographic scenes (Unema et al., 2005; Velichkovsky et al., 2005).
al., 2005) For a thorough exploration of these two viewing modes see Pannasch, Helmert, Roth, Herbold and Walter (2008). However, from natural behaviour studies we see evidence for periodic large amplitude relocations to new regions, followed by small amplitude saccades exploring the new region (Land, Mennie & Rusted, 1999). It may therefore be that global relocations are not a feature of only the first two seconds of viewing but are interspersed throughout viewing. It is this latter issue that we will also consider over the course of the analyses presented in this paper.

While an exploration of the possible systematic tendencies in how we move our eyes is informative and not previously available from the literature, it is important to consider how any evidence we find for systematic tendencies might bear on existing understanding and models of eye guidance. At present models do not recognize the existence of any systematic component of how we move our eyes that might be independent of low-level image features and high-level aspects of the present behaviour. We do not suggest that finding systematic tendencies in how we move our eyes should argue against low- or high-level factors in scene viewing; however, if such tendencies are found then these offer a previously-untapped component for future models of eye guidance. As already stated, we have seen in recent work in other motor domains that incorporating systematic tendencies in hand behaviour dramatically improves the ability to model hand movements. Such a benefit for oculomotor models may also be offered by understanding systematic tendencies.

In the current paper we present an exploration of systematic tendencies between fixation durations, saccade amplitudes and saccade directions of successive eye movements. This exploration is designed to serve as a launch point for future research, highlighting where sequential dependencies exist and therefore from where useful information about how the observer will move their eyes can be found. How informative these reported dependencies are in eye guidance is beyond the scope of the present report but will be an interesting avenue for future research.

Method

Participants

Twenty-two participants (aged 18-29; 19 male) took part in the experiment. All had normal or corrected-to-normal vision and were naïve to the purposes of the experiment. Participants received either course credit or monetary reward for taking part in the experiment.

Stimuli and procedure

Participants each viewed 120 photographs of natural scenes: 40 indoor, and 80 outdoor scenes (40 with man made structures contained in them, 40 with no man made structures visible). Images were taken using a Nikon D2 digital SLR using the highest resolution (4 megapixels).

Images were displayed in 1600 x 1200 pixel format on a 21” SVGA colour monitor with a refresh rate of 100 Hz. Viewers were positioned 60 cm from the monitor such that the images subtended 40º horizontally and 30º vertically of the observer’s field of view.

Participants were given no specific task instructions, merely being asked to freely view the images. Before each image was presented, participants were required to fixate a small marker positioned randomly within 10º of the centre of the screen. Images were presented for five seconds and were followed by a white noise mask.

Eye movement recording

Eye movements were recorded using an SR Research Ltd. EyeLink II eye tracker, sampling pupil position at 500 Hz. The eye tracker was calibrated using a 9-point grid. A second 9-point grid was used to calculate the accuracy of the calibration; if the spatial accuracy on the second 9-point grid was worse that ±0.5º, the eye tracker was re-calibrated. Eye position data were collected for the eye that produced the better spatial accuracy as determined using the calibration. Saccades and fixations were defined using the saccade detection algorithm supplied by SR Research: Saccades were identified by deflections in eye position in excess of 0.1º, with a minimum velocity of 30ºs⁻¹ and a minimum acceleration of 8000ºs⁻², maintained for at least 4 ms. We employed a minimum fixation duration of 50 ms. The first fixation in each trial was defined as the first fixation that began after the onset of the scene image. Thus the fixation on the pre-trial fixation marker was not included in the analyses.
After all exclusions, 40,905 fixations (and saccades) were available for subsequent analyses.

**Analysis**

We explored how each fixation and saccade is influenced by its predecessor and successor. Figure 1 shows a schematic of a sequence of eye movements in order to illustrate the quantities that we extracted and analysed. We thus extracted the current fixation duration (FD$_N$) and previous fixation duration (FD$_{N-1}$); the current saccade amplitude (SA$_N$) and previous saccade amplitude (SA$_{N-1}$); and the current saccade direction (SD$_N$) and previous saccade direction (SD$_{N-1}$). This diagram will be used throughout the Results and Discussion section to clarify which parings of eye movement measures are under exploration in each part of the analyses.

![Figure 1. Schematic of a sequence of four fixations, denoted by the circles, with lines representing the three saccades that separated these fixations. The black fixations and saccades are those explored in the present study. The measured characteristics of these saccades and fixations are also shown for fixation duration (FD), saccade amplitude (SA) and saccade direction (SD) for each of the current (N) and previous (N-1) saccade or fixation.](image)

In initial characterizations of the relationships between each combination of these variables, we plotted the joint distribution, essentially a density plot showing how probable any given combination of two variables is. For the few cases that showed clear multimodality, we present this joint distribution density plot. However, when the relationship between variables was unimodal, we calculate both conditional distributions. These show how probable one variable (A) is given that we already know the value of the other (B). It is important to realize P(A|B) does not necessarily equal P(B|A). For these conditional distributions we plot the median values with 95% confidence intervals of the median, estimated from 1000 bootstrapped samples (see Efron and Tibshirani, 1993). Given a Gaussian distribution and no outliers, then the mean is the best measure of central tendency, however for much of the data we graph, the distributions are both skewed and have outliers, therefore we chose to use the median as a measure of central tendency. Bootstrap is a resampling procedure which is a very useful technique to calculate the confidence, in this case of the actual median values.

**Results and discussion**

In this section we explore systematic tendencies in scene viewing by considering what factors influence the duration of fixations and the amplitude and direction of saccades while viewing images of natural scenes.

**Fixation duration**

Let us first consider the relationship between the durations of two successive fixations depicted as a joint probability distribution in Figure 2A. This joint distribution can be characterised by two conditional distributions: the median current fixation duration given a particular previous fixation duration (Figure 2C), and the median previous fixation duration given a particular current fixation duration (Figure 2D). Note that these conditional distributions can, and here do, show very different dependencies between the two variables. Figure 2C shows that longer fixations tend to be followed by longer fixations, which could reflect a frequently-observed general tendency to increase fixation duration over the course of several seconds of viewing (e.g., Antes, 1974; Buswell, 1935; Unema et al., 2005). Figure 2D shows a non-linear relationship between the current fixation duration and the median of the preceding fixation: There is a U-shaped function where fixations lasting around 100-200 ms tend to have been preceded by short duration fixations, whereas those lasting either less or more time than this tend to have been preceded by long fixations.

---

1 While we employed a minimum fixation duration criterion of 50 ms, we are still able to consider fixations lasting less than 100 ms in our analyses. Any limitations in the number of samples in this range are reflected in the bootstrapped error bars.
Saccade amplitude

Figure 3 explores the relationship between the amplitudes of successive fixations. There is a strong non-linear relationship between current and previous saccade amplitudes: Very small amplitude saccades tend to have been preceded by small amplitude saccades (Figure 3D). There is a positive relationship between current and previous saccade amplitude as the current amplitude increases to about 3 degrees. Following this, there is a gradual trend toward larger amplitude saccades tending to have been preceded by smaller saccades. Our finding that small amplitude saccades tend to have been preceded by other small amplitude saccades suggests that there may occur sequences of short amplitude saccades in the eye movement records of our observers. This relationship is not the same as that reported by Motter and Belky (1998), who found no evidence for sequences of small amplitude fixations and instead suggested that small saccades tended to be followed by longer saccades and longer saccades tended to be followed by short ones. It should be remembered, however, that Motter and Belky (1998) used simple search arrays rather than complex photographic scenes. In these search arrays, targets were small and uniformly sized and there were necessarily large portions of the screen that contained no visual targets. Thus the amplitudes of saccades executed are likely to be closely related to the spacing between targets. In contrast, photographic scenes contain continuous visual textures and objects of varying sizes, placed in less ordered arrangements.
Our suggestion that there may occur sequences (or at least repetitions) of small amplitude saccades can be used to re-visit previous suggestions that there may be at least two qualitatively distinct ‘modes’ of viewing complex scenes – a local scanning strategy, characterised by small amplitude saccades and selection of conspicuous visual features, and a more global strategy, characterised by large amplitude saccades to regions that are not visually conspicuous in terms of their feature content (e.g., Frost & Pöppel, 1976; Tatler et al., 2006). It has been suggested that global processing may be restricted to the first two seconds of viewing (Pannasch et al., 2008; Unema et al., 2005) but as we argued in the Introduction, evidence for natural behaviour suggests that global relocations to new scene regions may persist throughout tasks. In our analyses we do not consider differences early and later in scene viewing, but consider whether there is any evidence for periods of global and local scanning over the entire viewing period.

We therefore expected to find evidence for sequences of small amplitude saccades and this is shown in Figure 3D. However, we find no strong evidence for sequences of large amplitude saccades. Instead we find that large amplitude saccades (in excess of about 8 degrees) tend to have been preceded by smaller amplitude saccades. This pattern would be consistent with a viewing strategy in which large saccades to new regions of a scene tend to follow small locally-explorative saccades, but are then themselves followed by more local exploration of the new scene region, rather than a series of larger saccades.

Saccade direction

Figure 4 shows the relationship between the directions of consecutive saccades. To see the individual histograms for the directions of the previous and current saccades, see the plots in the lower panels of Figure 8E and F. These show that saccades are most common in the horizontal direction, followed by vertical directions.

2 The lack of support for sequences of large amplitude saccades might be taken as evidence against a period of global scanning comprising large amplitude saccade at the start of viewing. However, without breaking down the viewing period into early and late, we cannot make strong claims about this.

3 The multimodality of distributions of both previous and current saccade directions means that it is not meaningful to plot the conditionals of this joint distribution.

Motter and Belky (1998) found little evidence for sequential dependencies in the directions of successive saccades, apart from a tendency to initiate a saccade in the opposite direction and of the same amplitude as the previous saccade – i.e. to return to the previous fixation location. They otherwise concluded that each saccade was essentially randomly directed with respect to the previous. In our data, for participants viewing complex scenes rather than search arrays, we find that there is an overall bias to make saccades either in the same direction as the previous saccade, or that are 180 degree reversals. The pattern to either continue or reverse saccade direction is hard to explain within the context of natural scene viewing. However, this pattern is consistent with the possibility that there is some degree of ‘inaccuracy’ of saccade targeting followed by a ‘corrective’ saccade to fixate the target of interest: hypometric (i.e. undershoot) saccades would be followed by saccades in the same direction to bring the fovea to bear on the intended target, hypermetric (i.e. overshot) saccades would require a saccade in the opposite direction to fixate the intended target. While there is ample evidence for corrective saccades when viewing simple stimuli (e.g., Becker, 1972, 1991; Carpenter, 1988; Deubel, Wolf & Hauske, 1982; Kapoula & Robinson, 1986; Prablanc & Jeannerod, 1975), whether corrective saccades are a feature of complex scene viewing or activities in real environments remains unclear (e.g., Ballard et al., 1992; Hayhoe et al., 2003; Land & Hayhoe, 2001; Pelz & Canosa, 2001). We shall return to
the possibility of ‘corrective’ saccades in our dataset later.

**Fixation duration and saccade amplitude**

Previous studies have debated whether or not there exists a strong relationship between fixation duration and the amplitude of the saccade that immediately follows the fixation when viewing scenes (e.g., Pelz & Canosa, 2001; Viviani, 1990; Viviani & Swensson, 1982). In this section we consider not only the relationship between fixation duration and the amplitude of the following saccade, but also the relationship between fixation duration and the amplitude of the preceding saccade.

![Image of Figure 5](image1)

**Figure 5.** (A) The joint distribution showing the relationship between current fixation duration (FD<sub>current</sub>) and previous saccade amplitude (SA<sub>N-1</sub>). (B) Diagram illustrating the two quantities under investigation in this Figure: the duration of a fixation and the amplitude of the saccade that immediately preceded it. (C) Median current fixation duration (with 95% confidence intervals) as a function of previous saccade amplitude. The histogram in the lower panel of this plot shows the data that contribute to each bin in the upper panel. (D) Median previous saccade amplitude (with 95% confidence intervals) as a function of current fixation duration. The histogram in the lower panel of this plot shows the data that contribute to each bin in the upper panel.

The relationship between fixation duration and the amplitude of the saccade that immediately preceded that fixation is shown in the joint distribution depicted in Figure 5A. The conditional medians (Figure 5C,D) show very different trends: Knowing the amplitude of the saccade does not allow us to predict the duration of the following fixation (Figure 5C). However, we can use the duration of the fixation to characterise the saccade that brought the eye to this location (Figure 5D). Here we see that the frequent intermediate duration fixations (about 200-300 ms in duration) tend to have been preceded by larger amplitude saccades than either very short or very long duration fixations.

![Image of Figure 6](image2)

**Figure 6.** (A) The joint distribution showing the relationship between current fixation duration (FD<sub>current</sub>) and current saccade amplitude (SA<sub>current</sub>). (B) Diagram illustrating the two quantities under investigation in this Figure: the duration of a fixation and the amplitude of the saccade that immediately followed it. (C) Median current fixation duration (with 95% confidence intervals) as a function of current saccade amplitude. The histogram in the lower panel of this plot shows the data that contribute to each bin in the upper panel. (D) Median current saccade amplitude (with 95% confidence intervals) as a function of current fixation duration. The histogram in the lower panel of this plot shows the data that contribute to each bin in the upper panel.

In characterising the relationship between fixation duration and the amplitude of the following saccade (Figure 6A), we again see very different patterns in the two con-
ditional distributions (Figure 6C,D). Again, the amplitude of the saccade is not informative about the duration of the fixation that preceded it (Figure 6C). However, fixation duration can be used to describe the probable saccade amplitudes that follow: Here we see a strong, non-linear relationship between fixation duration and the amplitude of the following saccade (Figure 6D). Very short (<80 ms) fixations are followed by small amplitude saccades; fixations of 80-180 ms duration tend to be followed by large amplitude saccades, and longer fixations tend to be followed by smaller amplitude saccades. The form of this relationship is strikingly similar to that previously reported by Velichkovsky and colleagues (Ungema et al., 2005; Velichkovsky et al., 2002, 2003). These authors interpreted this finding as possibly resulting from two competing parallel processes in saccade targeting: a race for selecting the next ‘salient’ location in the scene, and inhibitory spatial selection.

In fully describing how fixation duration and saccade amplitude might influence each other, we can also consider how changes in the amplitudes of saccades before and after a fixation influence its duration (Figure 7A,B), or how changes in fixation durations before and after a saccade influence its amplitude (Figure 7C,D).

Figure 7A shows that if a large amplitude saccade is followed by a smaller amplitude saccade (SA_N - SA_{N-1} is negative), then the fixation between these two saccades is likely to be longer than if a small saccade is followed by a larger saccade (SA_N - SA_{N-1} is positive).

This relationship is again consistent with periods of local scanning followed by large amplitude relocations to new locations in the scene. In particular the observed finding in Figure 7A could reflect changes associated with switching between periods of local scanning and relocations to new scene regions. We have argued above that there is evidence in our data for sequences of small amplitude saccades and single (or few) large amplitude saccades (Figure 3). As such, we can consider the data in Figure 7A in these terms. A switch from a large to a small amplitude saccade would be consistent with the relocation to a new scene location followed by a period of more localised scanning. A switch from a small to a large amplitude saccade would be consistent with the end of localised scanning, before initiating a saccade to a new region of the scene. Thus we could suggest from the data in Figure 7A that the first fixation in a new scene region is longer than the last fixation in an area that has received localised scanning.

Figure 7C is consistent with our suggested switching between local and global inspection strategies. Here we see that if a fixation is longer than its predecessor, the saccade between these two fixations tends to be of larger amplitude (for differences of between 0 and 200 ms, which represent the most frequent positive differences in fixation duration in our data set). Thus a short duration fixation followed by a longer duration fixation will tend to have been separated by a large amplitude saccade. This plot therefore shows the same sequential...
dependencies between saccade amplitude and fixation duration as suggested by Figure 7A.

**Fixation duration and saccade direction**

A relatively unexplored aspect of oculomotor behaviour when viewing complex scenes is to explore the possible relationships between fixation duration and saccade direction. Once again we consider the relationship between the duration of a fixation and the direction of the previous or following saccade.

Figure 8A,C,E shows the relationship between fixation duration and the direction of the preceding saccade. Note that only one conditional is plotted (Figure 8E) because the multimodality of the distribution of saccade directions makes plotting the other conditional in this format inappropriate. Our data suggest that saccades made in upward directions (negative values in Figure 8) are more frequent than saccades in downward directions, and also are followed by shorter duration fixations.

Figure 8B,D,F shows a similar relationship between fixation duration and the direction of the following saccade: upward saccades tend to follow short duration fixations. Again the dependency between direction and fixation duration implies a non-random tendency in oculomotor control, but the nature of this tendency is intriguing. It may be related to the fact that in many natural scenes objects of interest are more likely to be found lower in scenes. If so, we could suggest that saccades directed in an upward direction would likely be followed by fixations in upper portions of the visual scene. Since there will often be little of interest (for example sky in outdoor scenes) in the upper visual field, it might be logical to suggest that fixations are shorter in these uninformative scene regions. It is important to note that we are not here suggesting that it is the visual content of the scene being viewed that gives rise to this tendency (although this is one possible interpretation). Rather we are suggesting that some aspects of systematic tendencies in how we look at scenes may reflect known statistics of the natural environment: We live and operate within a world in which objects of interest are likely to fall in the lower portion of the scene. A systematic tendency to make short fixations after upward saccades could therefore reflect aspects of the natural statistics of the environments in which we operate.

We have already seen that small amplitude saccades are associated with shorter fixations (Figures 5 and 6). Whether upward saccades tend to be of smaller amplitude will be considered in the next section.

Figure 9 shows a strong relationship between fixation duration and the change in direction between the saccades that precede and follow it. As we had suggested from Figure 4, the most frequent occurrence is that the saccade will be in the same direction as the previous, with 180 degree reversals being the second most common occurr-
rence (histogram in lower panel of Figure 9). With regard to fixation duration, we see that fixations are much shorter if the saccades before and after it are in the same direction. There is an approximately linear increase in fixation duration as the magnitude of the change in direction increases. Reversals in saccade direction are associated with the longest fixations. This result could be interpreted in either (or both) of two ways: as a facilitation for saccades in the same direction as the previous, or as an inhibition for saccades in the opposite direction.

A facilitation of saccades in the same direction has been reported previously using yellow LEDs as saccade targets, positioned at three degrees to the right or left of a central LED (Carpenter, 2001). Carpenter found that saccades initiated in the same direction as the previous saccade (i.e. that which returned the eye to the central fixation marker LED) were associated with shorter latencies. We therefore extend this result to the situation when viewing complex photographic scenes. One possible explanation for the short duration fixations when continuing in the same direction as the previous saccade is that these are associated with ‘corrective’ saccades, as we have argued from the sequential dependencies in saccade direction described above (Figure 4). If so, these corrective saccades would be expected to be of smaller amplitude and as we have seen above (Figures 5 and 6) small amplitude saccades tend to be associated with short duration fixations. This of course would predict that a ‘corrective’ saccade should not only be a saccade in the same direction as the previous, but should also be of small amplitude. Whether this is the case will be explored when we consider the relationship between saccade amplitude and direction in the next section.

Inhibition of return to previously fixated locations is often reported in visual search and tends to be associated with an increase in the duration of the fixation that follows a return to the just-fixated location (Klein & MacInnes, 1999; Hooge et al., 2005). It is not possible from the present data to distinguish facilitation of continuing in the same direction from inhibition of return, and indeed both mechanisms may contribute to the pattern of data described in Figure 9. It should be noted however, that while the increased fixation duration before saccades back toward a previously-fixated location might imply inhibition of return, the frequency of saccadic reversals does not: Indeed 180-degree reversals are more common than many other changes in direction (Figure 9B, lower panel). This pattern of data is consistent with a previous exploration of inhibition of return by Hooge et al. (2005) who also found both an increase in fixation duration before re-fixating and a high incidence of reversal in saccade direction when viewing complex scenes. For a more detailed consideration of the possible occurrence of inhibition of return in natural scene viewing we refer the reader to Hooge et al.’s paper.

Saccade amplitude and saccade direction

In this section we explore the relationships between the amplitudes and directions of saccades. This again has received relatively little consideration to date in descriptions of oculomotor behaviour.

Logically, it seems unlikely that there would be any strong relationship between the direction of one saccade and the amplitude of the following saccade. Figure 10A confirms this. However, as can be seen in Figure 10C there is a strong dependency between the direction and amplitude of any given saccade: Saccades in horizontal directions tend to be of much larger amplitude than saccades in vertical or oblique directions. Of course this may result from the aspect ration of the screen: larger saccades are possible in horizontal than vertical directions. That saccade amplitudes might reflect the extent of the visual display has been reported previously (von Wartburg, Pfugshaupt, Wurtz, Nyffeler, Lüthi & Müri, 2007).

Perhaps more interestingly, saccades in upward directions tend to be of smaller amplitude than saccades in downward directions. This amplitude difference between upward and downward saccades is as we predicted given
the relationship between saccade direction and fixation duration (Figure 8): Upward saccades are smaller in amplitude and small amplitude saccades tend to be followed by fixations with a short median duration (Figures 5 and 6).

Figure 10. (A,C) Median current saccade amplitude (with 95% confidence intervals) (A) as a function of previous saccade direction, and (C) as a function of current saccade direction. The histograms below each plot indicate the data that contribute to the above plots. Negative directions indicate upward saccades; positive indicate downward saccades, zero is a saccade to the right, 180 is a saccade to the left. (B,D) Schematics illustrating the measures plotted in (A) and (C).

Figure 11 shows the relationship between the change in direction from previous to current saccade and the amplitude of the current saccade. It is clear that saccades in the same direction (or within around 45 degrees of the same direction) as the previous tend to be of small amplitude. Reversals in direction tend to be associated with large amplitude saccades. This pattern of results is consistent with our prediction based upon the observed relationship between fixation duration and changes in saccade direction (Figure 9). Thus we find that if a saccade continues in the same direction as the previous one it will be of small amplitude and will be preceded by a short duration fixation. Conversely, a reversal in direction will involve a longer fixation pause followed by a larger saccade. This pattern of results is consistent with the possibility we have previously discussed that there is a sub-population of ‘corrective’ saccades that are characterised by short fixation pauses, followed by small amplitude saccades in the same direction as the previous, thus correcting what must have been deemed to be a hypometric saccade.

Figure 11. (A) Median current saccade amplitude (with 95% confidence intervals) as a function of the absolute change in direction between the current and previous saccade. (B) Schematic illustrating the measures plotted in (A).

General Discussion

When freely viewing images of natural scenes, we find robust relationships between successive saccades and fixations. These relationships reveal a number of insights regarding the manner in which we explore visual scenes. First, we find evidence pertaining to the possibility that we have qualitatively distinct periods of local scanning, separated by larger saccades into new scene regions. Second, we find evidence for the potential existence of ‘corrective’ saccades when viewing complex scenes. Finally, we can use these findings to argue that these dependencies are highly informative to current models of eye guidance.

Local and global viewing behaviour

It has previously been argued that there may be two distinct modes of viewing complex scenes: localised or focal inspection, characterised by small amplitude saccades, and global or ambient inspection, characterised by larger amplitude saccades (Frost & Pöppel, 1976; Pan-
nasch et al., 2008; Unema et al., 2005). In previous work we considered the relationship between image features selected for fixation and their retinal eccentricity and found that visual features correlated with the targets of small amplitude saccades but not larger amplitude saccades (Tatler et al., 2006). We used this result to support the notion of local and global scanning: local scanning in which visually conspicuous features were selected and global scanning which was not selective of visual features.

In the present paper we find further evidence that supports the qualitative distinction between local scanning and more global relocations in the scene. We find evidence for periods of scanning involving small amplitude saccades and short duration fixations. These periods share the characteristics that would be expected for the local/focal inspection periods that have been suggested by previous researchers.

While we find evidence that is consistent with periods of localised scanning, we do not find evidence to support the suggestion (e.g., by Frost and Pöppel, 1976) that there may be periods during which scanning is more global. Such periods would be expected to be characterised by sequences of large amplitude saccades, yet we find no evidence for this. Instead we find that saccades over 6-7 degrees in extent tend to be followed more frequently by smaller amplitude saccades. As such, our data are consistent with the possibility that periods of localised scanning are separated by single (or few) large amplitude saccades to new regions in the scene, followed by localised scanning of this new region. We also find variation in fixation durations associated with switching between local scanning and global relocation: At the end of a period of local scanning, the final fixation before moving to a new scene region will tend to be short. However, after a large saccade into a new region of the scene, this first fixation, before local scanning begins will tend to be of longer duration, unless the large saccade was deemed to be hypometric (see below).

Our suggested pattern of oculomotor behaviour has interesting parallels with that suggested and described by Land and colleagues (Land et al., 1999) during natural behaviour. These authors suggested that behaviour could be described as a series of ‘Object Related Acts’. In each ORA, vision and action are directed together (usually) to a behaviourally relevant object. Successful completion of the behavioural goal requires the serial completion of a set of ORAs. Within their report it was suggested that during ORAs small amplitude saccades were made, corresponding to fixations within the object or objects required for that specific ORA. At the end of the ORA a large amplitude relocation was made to the target of the next ORA. As such, this describes an oculomotor strategy during this natural behaviour, of making a series of small amplitude saccades, followed by a large amplitude relocation to the next behaviourally relevant target, followed by localised scanning at this new location. This is entirely consistent with the data we have presented in the current report. Of course, at least two factors would result in less pronounced patterns in our dataset. Firstly, presentation of natural images on a computer screen vastly decreases the range of distances between objects compared to that which would occur in natural viewing situations. The maximum size of an exploratory saccade is bounded by the size of the computer screen. Secondly, if we expect a local/global scanning strategy to serve behaviour such as ORAs, then it is reasonable to think that such scanning strategy would be less prominent in our results as compared to a similar experiment with specific viewing instructions or the ability to interact with the scene as in normal viewing.

It should be noted that while we argue for the existence of periods of localised scanning separated by large relocations to new scene regions, we do not suggest that this description encompasses all of the observed fixation behaviour. If this were the case we would expect for example that in Figure 3A, we might see clear bi- (or multi) modality in the relationship between successive saccade amplitudes, revealing distinct modes of scanning. That this is not clear in the Figures suggests that our notion of localised scanning followed by large amplitude relocation to new portions of the scene only describes one aspect of eye movement behaviour while viewing complex scenes.

**Corrective saccades in natural scene viewing**

One intriguing and unexpected finding that emerges from our exploration of eye movement behaviour, is the possibility that there may be a subset of saccades that appear to share the characteristics of what would be

---

4 However, it should be remembered that our decision not to split our analyses between early and late in the viewing period necessarily excludes our ability to support or deny the existence of an early global period followed by sustained local viewing throughout the remaining presentation time (Unema et al., 2005).
thought of as ‘corrective’ saccades when viewing simplified stimuli.

When viewing isolated targets in otherwise impoverished visual environments, it is commonly observed that large saccades to these targets tend to be hypometric (i.e. undershoot), and are followed by small amplitude saccades to correct final eye position to being on target (e.g., Becker, 1972, 1991; Carpenter, 1988; Deubel et al., 1982; Kapoula & Robinson, 1986; Prablanc & Jeannerod, 1975). The fixation duration between the large hypometric saccade and the small corrective saccade that follows it tends to be very short (Becker, 1972, 1991; Carpenter, 1988). As such, corrective saccades will be a set of saccades that have small amplitudes, continue in the same direction as the previous saccade and are preceded by a short duration fixation.

While there is ample evidence for corrective saccades when viewing isolated targets and simple visual displays, to our knowledge, the extent to which these correction saccades might be a feature of natural viewing behaviour when inspecting images of natural scenes or real environments is uncertain. We know of no study to date that has reported the existence or otherwise of corrective saccades in complex scene viewing. One reason for this is that it is hard to determine what was the intended target of any saccade when there are visual elements throughout the entire visual environment: for example a saccade to a worktop in a kitchen scene might be an inaccurate attempt to target a nearby object or may it may have been that the viewer intended to inspect the work surface. As such, definitive statements about the accuracy of saccades in natural viewing conditions cannot be made; however, inferences and assumptions about the need to correct saccades have been made in previous literature and views about the relative occurrence of corrections differ.

In a recent paper, Hollingsworth, Richard & Luck (2008) argued that because corrective saccades are a common feature of viewing simple visual displays they must therefore be a common feature of viewing complex scene stimuli. With this in mind they investigated the role of visual short term memory across saccades in a viewing paradigm designed to enforce saccade targeting errors that would need to be corrected. These authors concluded that VSTM serves to preserve details of the intended saccade target to allow rapid correction if the saccade is inaccurate.

From studies of eye movements during relatively un-constrained behaviour in real environments, the case for corrective saccades seems less convincing. When manoeuvring an object past an obstacle, it was found that accurate fixation of the obstacle was not required: fixations that landed close to the obstacle but not on it were not corrected (Johansson, Westling, Backstrom & Flanagan, 2001). Successful completion of the manoeuvre did not rely on correcting saccades that fell short of the obstacle. When making tea, distant objects were found to be targeted accurately by single large amplitude saccades on many occasions (Land et al., 1999). When a single large saccade was not observed, the relocation involved a series of smaller amplitude saccades rather than a large saccade followed by a small correction (Land et al., 1999). Indeed these authors argued that saccades below 2.5 degrees of visual angle were very rare in this natural task. Other studies of natural behaviour also do not present clear arguments for a prevalence of corrective saccades (e.g., Ballard et al., 1992; Hayhoe et al., 2003; Land & Hayhoe, 2001; Pelz & Canosa, 2001); certainly not in the order of the 30-40% of large saccades being hypometric that is reported when viewing simple visual displays (Carpenter, 1988). While evidence from natural behaviour does not argue for a prevalence of hypometric saccades with subsequent correction, the possibility that corrective saccades occur in these situations can by no means be dismissed.

In our data, we find evidence for a subset of saccades that share the characteristics expected for corrective saccades: a set of saccades that continue in the same direction as the previous saccade, have small amplitudes and are preceded by short duration fixations. As such, we suggest that corrective saccades may have been a feature of the eye movement behaviour of our participants as they freely viewed images of natural scenes. To our knowledge this is the first quantitative report of the possible existence of such corrective saccades when viewing complex natural scenes. However, in isolation, these results cannot be extended to suggest that corrective saccades are a feature of natural behaviour. First, viewing a photograph displayed on a computer monitor is not like moving through a real environment. Second, freely viewing scenes with no explicit task instructions does not produce the same visual inspection behaviour as viewing the same scene with a visual task (Yarbus, 1967). Both of these factors might mean that the observed possibility of
corrective saccades is peculiar to the conditions of our experimental setup.

Systematic tendencies in scene viewing

It is clear from our explorations of the relationships between the basic oculomotor measures of fixation duration, saccade amplitude and saccade direction, that there are statistical dependencies between these measures. These statistical dependencies can be interpreted as revealing systematic tendencies in the manner in which we move our eyes when inspecting images of complex natural scenes. It is clear that for any fixation or saccade we make, there are reliable influences of the saccades and fixations that immediately precede or follow it. As such, to neglect these systematic tendencies in models of eye movement control, is to neglect a component of oculomotor behaviour that could potentially form an informative part of models of eye guidance.

At present, quantitative models of eye guidance have focussed on the ability to account for fixation selection on the basis of low-level visual features. Arguments against this position have tended to stress the importance of top down factors such as behavioural task, and the inability of feature-based models to account for eye movements under conditions of varying high level task demands (e.g., Henderson et al., 2007; Underwood & Foulsham, 2006; Underwood et al., 2006). However, to our knowledge no current models attempt to incorporate systematic tendencies in how the eyes are moved, or reliable tendencies between consecutive saccades and fixations, despite evidence for sequential dependencies in eye movements having been described in the literature (e.g. Motter & Belky, 1998; Unema et al., 2005). Given the present results we argue that a complete understanding of eye guidance when viewing complex natural scenes ought to bear in mind these reliable systematic tendencies in eye movement behaviour.

Conclusion

Successive fixations and saccades are not independent events: what the eyes have just done strongly influences the characteristics of each new fixation and saccade. Exploring this finding has highlighted three issues that will be important in our developing understanding of human eye movement behaviour. First, we provide further evidence in support of the existence of qualitatively distinct local scanning and global relocating of gaze (albeit with maybe only a single saccade). Second, we find evidence for the existence of corrective saccades in complex scene viewing. Third, we argue that understanding our observed systematic tendencies in oculomotor behaviour will provide important new insights into our understanding of saccade target selection.

References


